AP Stats – Lab 8 
Hypothesis Testing in Fathom and Introduction to the Student’s t
Name: ______________________________
In this lab, you will be introduced to hypothesis testing in Fathom, and get a quick preview of Student’s t statistic.  (Based on Fathom Sample Tutorial)
Charles Darwin believed that there were hereditary advantages in having two sexes for both the plant and animal kingdoms.  Some time after he wrote Origin of Species, he performed an experiment in his garden.  He raised two large beds of snapdragons, one from cross-pollinated seeds, the other from self-pollinated seeds.  He observed, “To my surprise, the crossed plants when fully grown were plainly taller and more vigorous than the self-fertilized ones.”  This led him to another, more time-consuming experiment in which he raised pairs of plants, one of each type, in the same pot and measured the differences in their heights.  He had a rather small sample and was not sure that he could safely conclude that the mean of the differences was greater than 0. His data for these plants were used by statistical pioneer R. A. Fisher to illustrate the use of a t-test.

 

Looking at Darwin’s Data

	1.  Open Darwin.ftm from the Chapter 11 folder in the student drive.  This document contains the data for the experiment described above: 1 attribute, 15 cases.

2.  Make a case table (select your collection and then drag in a “table” object), a dot plot, and a summary table similar to those shown here.  To get the appropriate statistics in your summary table, you might right-click the object and select “Add Basic Statistics.”
	


We see that most of the measurements are greater than 0, meaning that the cross-pollinated plants grew bigger.  But two of the measurements are less than 0.  Darwin did not feel justified in tossing out these two values and was faced with a very real statistical question.

 

Formulating a Hypothesis

Darwin’s theory—that cross-pollination produced bigger plants than self-pollination—predicts that, on average, the difference between the two heights should be greater than 0.  On the other hand, it might be that his 15 pairs of plants have a mean difference as great as they do (21-eigths of an inch) merely by chance.  You can write out these two hypotheses in Fathom in a text object to be stored with your document.

3.  From the shelf, drag a text object into the document for your name and answer to 4 questions from this lab.  
	4.  In a 2nd Textbox, write the null hypothesis and the alternative hypothesis. At right you can see one way to phrase the hypotheses.

You can choose Edit | Show Text Palette to bring up a full suite of tools for formatting text and creating mathematical expressions.
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Deciding on a Test Statistic

At the time of Darwin’s experiment, there was no good theory for dealing with a small sample from a population whose standard deviation is not known.  It was not until some years later that William Gosset, a student of Karl Pearson, developed a statistic and its distribution.  Gosset published his result under the pseudonym Student, and the statistic became known as Student’s t.  When the null hypothesis is that the mean is 0, the t-statistic is simply 
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 is the observed mean, s is the sample standard deviation, and n is the number of observations.  Let’s compute this statistic for Darwin’s data using one of Fathom’s built-in statistics objects.

	5. Drag a test object from the shelf.  An empty test appears.

6.  From the pop-up menu, choose Test Mean.  As shown at right, the Test Mean test allows us to type in summary statistics.  The blue text is editable. This is very useful when you don’t have raw data.

7.  Try editing the blue text. You can, for example, enter the summary statistics for Darwin’s data.
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Here are some things to notice.

	•Changing something in one part of the test may affect other parts. For example, editing the AttributeName field in the first line also changes it in the hypothesis line and in the last paragraph.

•In the hypothesis line, clicking on the “is not equal to” phrase brings up a pop-up menu from which we can choose one of three options. For Darwin’s experiment, we want the third option because his hypothesis is that the true mean difference is greater than 0. Notice that making this change alters the phrasing of the last line of the test as well.
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Checking Assumptions

Gosset’s work with the t-statistic relied on an assumption about the population from which measurements would be drawn, namely, that the values in the population are normally distributed.  Let’s take a moment to explore whether or not this a reasonable assumption for Darwin’s data.
Height measurements of living things, both plants and animals, are usually normally distributed, and so are differences between heights.  But we might worry, because the two negative values give a decidedly skewed appearance to the distribution.

Fathom can help us determine whether this amount of skew is unusual. We’ll generate measurements randomly from a normal distribution and compare the results with the original data.

8.  Make a new attribute in the collection (double click the Collection to open its inspector, and add an attribute there).  Call it simHeight for simulated height.

9.  Within the inspector, double click the Formula cell next to simHeight.  Enter the formula shown below.
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This formula tells Fathom to generate random numbers from a normal distribution whose mean and standard deviation are the same as in our original data.  We want to compare the distribution of these simulated heights with the distribution of the original data.  We can do that directly in the dot plot that already shows HeightDifferences.

	10.  Drop simHeight on the plus sign to add it to the horizontal axis.  The graph now shows the original data on top and the simulated data on the bottom. 

One set of simulated data doesn’t tell the whole story. We need to look at a bunch.
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11.  Choose Collection | Rerandomize.

Each time you rerandomize, you get a new set of 15 values from a population with the same mean and standard deviation as the original 15 measurements.  Three examples are shown below.
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A bit of subjectivity is called for here.  Does it appear that the original distribution is very unusual, or does it fit in with the simulated distributions?  We’ll go with the notion that we are comfortable with the assumptions, in order to continue.
Testing the Hypothesis

	Once we have decided that the assumption of normality is met, we can go on to determine whether the t-statistic for Darwin’s data is large enough to allow us to reject the null hypothesis.

In step 7, we typed the summary values into the test as though we didn’t have the raw data.  But we are in the fortunate position of having the raw data, so we can ask Fathom to figure out all the statistics using that data.

 

12.  Drag HeightDifferences from the case table to the top pane of the test where it says “Attribute (numeric): unassigned.”

13.  If the hypothesis line does not already say “is greater than,” then select that choice from the pop-up menu.
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The last paragraph of the test describes the results.  Identify the P-Value from the results:  ________

Given confidence level of 95%, what is our decision – should we reject the null hypothesis?

Interpret what this means in the given context:

Looking at the t-Distribution

It is helpful to be able to visualize the P-value as an area under a distribution.

	14.  Right click on the Test object and select Show Test Statistic Distribution.

The curve shows the probability density for the t-statistic with 14 degrees of freedom.  The shaded area shows the portion of the area under the curve to the right of the test statistic for Darwin’s data.  We’ve set this up as a one-tailed test; we’re only interested in the mean difference being greater than zero.  The total area under the curve is 1, so the area of the shaded portion corresponds to the P-value for Darwin’s experiment.

Let’s investigate how the P-value depends on the test mean (the value in the null hypothesis), which is currently set to 0.
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	15.  Drag a slider from the shelf into the document.

16.  Edit the name of the slider from V1 to TestMean.

17.  Select the 0 in the statement of the hypothesis in the test. Choose Edit | Edit Formula.
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18.  In the formula editor, enter the slider name TestMean and click OK.

Now the value of the null hypothesis mean in the test and the shaded area under the t-distribution change to reflect the new hypothesis.

19. Drag the slider slowly and observe the changes that take place.  (You can edit the minimum and maximum values on the slider by double-clicking it and changing the lower and upper bounds.)
For what value of the slider is half the area under the curve shaded?  Explain why it should be this particular value.
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